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Figure 1. Overview of CLaD. (a) Conventional approaches either generate semantic artifacts (e.g., subgoal images or texts), or plan in
unimodal latent spaces that lack cross-modal understanding. (b) CLaD learns cross-modal latent dynamics to predict grounded latent
foresights, which condition a diffusion policy for action generation. CLaD achieves 94.7% with only 0.66B parameters, competitive with

OpenVLA (7B) and 7.5 (3.3B).

Abstract

Robotic manipulation involves kinematic and semantic tran-
sitions that are inherently coupled via underlying actions.
However, existing approaches plan within either semantic
or latent space without explicitly aligning these cross-modal
transitions. To address this, we propose CLaD, a framework
that models how proprioceptive and semantic states jointly
evolve under actions through asymmetric cross-attention that
allows kinematic transitions to query semantic ones. CLaD
predicts grounded latent foresights via self-supervised objec-
tives with EMA target encoders and auxiliary reconstruction
losses, preventing representation collapse while anchoring
predictions to observable states. Predicted foresights are
modulated with observations to condition a diffusion pol-
icy for action generation. On LIBERO-LONG benchmark,
CLaD achieves 94.7% success rate, competitive with large
VLAs with significantly fewer parameters.

Project page: https://andrewwwj.github.io/clad

1. Introduction

When a robot grasps an object, two coupled changes oc-
cur: proprioceptive transitions (robot moving) and semantic
transitions (visual scene changing). This coupling suggests
that robots should jointly reason about what they see and
how they move to accomplish manipulation tasks. While
recent robot learning methods have shown significant ad-
vancements, effectively coordinating proprioception and se-
mantics during planning remains underexplored. Recent
planning frameworks either generate computationally expen-
sive semantic artifacts during planning [5, 42, 44], or plan
within latent state spaces [13, 14], which are more efficient
but lack explicit constraints about how different modalities
are correlated during a transition. In the absence of such con-
straints, the latent representations of semantic and kinematic
states may decouple during rollout, potentially leading to
trajectories that are physically or logically inconsistent.

We suggest Cross-modal Latent Dynamics (CLaD), which
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models how both proprioceptive and semantic states jointly
evolve under actions. Unlike prior approaches that align
static states across modalities [33, 45], our key insight is
that consistency should be enforced over transitions: when
a robot closes its gripper (kinematic transition), it watches
how the scene changes (semantic transition), and these co-
occurring changes are causally coupled through the under-
lying action. We formalize this coupling via asymmetric
cross-attention, where proprioceptive transitions serve as
queries to semantic ones, enabling the model to interpret
scene-level changes through the robot’s kinematic context.

CLaD adopts a two-stage framework. In the first stage,
we capture cross-modal dynamics from semantic and pro-
prioceptive transitions and learn grounded latent foresights
from the dynamics, via self-supervised objectives combining
EMA-based latent prediction with auxiliary reconstruction
constraints. In the second stage, a diffusion policy is con-
ditioned on the foresights through observation-based FiILM
modulation. This separation allows planning to focus on
accurate future state prediction without a bias about policy
optimization [13], while operating entirely within a compact
latent space to avoid the computational overhead of explicit
semantic generation.

Core Contributions:

* Cross-Modal Latent Dynamics. We propose a cross-
modal dynamics model that learns how proprioceptive and
semantic transitions jointly evolve under actions via asym-
metric cross-attention, interpreting a semantic transition
through a proprioceptive transition cue.

* Grounded Latent Foresight. We introduce a two-stage
training framework that predicts compact future latent
states from the shared cross-modal dynamics, which are
grounded to observable quantities, enabling them to serve
as subgoals for diffusion-based control.

¢ Parameter-Efficient Planning. CLaD achieves com-
petitive performance to OpenVLA (7B) and 7y 5 (3.3B)
on LIBERO-LONG with significantly fewer parameters
(0.66B), demonstrating that grounded latent foresight en-
ables efficient and scalable robot planning within a com-
pact latent space.

2. Preliminaries

2.1. Diffusion Model

Diffusion models represent generative models that have
demonstrated remarkable success in various domains, which
is theoretically grounded in Langevin Dynamics [35, 40].
Among various approaches, Denoising Diffusion Probabilis-
tic Model (DDPM) [17, 36] is a representative framework
for current diffusion models.

In DDPM, the forward diffusion process adds Gaussian

noise to data x( over T timesteps through a Markov chain:

q(xex0) = N (x5 v/axo, (1 — o)1), (D

where a; = [['_, o and a; € (0, 1) is a variance schedule
controlling the noise level at timestep ¢.

The model is trained to predict the noise € added during
the forward process by minimizing:

Lpitusion = Et,xo.¢ [||€ — €a(xs,)[1%] , 2

where € ~ N(0,1I) is the noise added to obtain x; from
Xo. At inference, sampling starts from x7 ~ A(0,I) and
iteratively denoises to generate a data sample:

1 1-—
X1 = \/77 <Xt - 1_627560(Xtat)> + oz, (3)

where z ~ A/(0,I) and o is the sampling noise schedule.

2.2, Diffusion Policy

Diffusion models naturally extend to sequential decision-
making by conditioning the denoising process on observa-
tions. Diffusion Policy [9] applies DDPM to generate actions
conditioned on visual or proprioceptive observations. The
model learns to denoise an action sequence ag.y by the
noise prediction network €y (ay, k, ox) conditioned on cur-
rent observations og. This formulation enables the policy
to generate smooth, multi-modal action distributions while
avoiding covariate shift issues common in autoregressive
policies. The training objective remains:

Lop = Eay ke [l€ — €o(ar, k,01)[%] , €]

where the aj, is a noisy action obtained from the action
sample ay. At execution time, the policy samples action
chunks by running the reverse diffusion process conditioned
on the current observation, enabling expressive and robust
visuomotor control.

3. Related Work

3.1. Planning with Semantic Reasoning

Recent semantic reasoning approaches for robotic manip-
ulation can be categorized into text-based reasoning and
visual generation methods. Text-based approaches leverage
language models for planning, where SayCan [1] grounds
language in affordances for feasible action selection, while
chain-of-thought methods [44] generate explicit reason-
ing steps to decompose tasks and improve interpretabil-
ity. Recent unified architectures [42] combine autoregres-
sive textual reasoning with diffusion-based action gener-
ation to address the limitations of pure autoregressive or
diffusion models. Image generation methods use predicted



images or videos as planning mechanisms, including sub-
goal image generation [5] or text-conditioned video gen-
eration [10, 39, 43] to guide low-level policies . Despite
significant progress, these methods face limitations about
computational overhead due to iterative reasoning through
generating semantic artifacts.

3.2. Planning in Latent Space

Latent-space planning achieves computational efficiency by
operating in compact learned representations. World model-
based planning, which learns forward dynamics for model-
predictive control, either by explicitly imagining rollouts in
recurrent state-space models [13] or by implicitly optimizing
trajectories in a decoder-free latent space [14]. Planning as
latent inference, which treats planning as probabilistic in-
ference over latent trajectory distributions, using techniques
like posterior inference [34] or backward reasoning from
the goal [26]. Hierarchical methods learn multi-scale dy-
namics where slow higher-level latents provide context for
fast lower-level dynamics [12, 15], while compositional ap-
proaches decompose tasks into reusable primitives [29, 47].
Despite their efficiency, existing methods learn latent repre-
sentations that implicitly conflate semantic and kinematic
information without explicit mechanisms to ensure different
modalities evolve consistently.

3.3. Cross-Modal Representation in Robotics

Prior work on cross-modal representation learning in
robotics has primarily focused on aligning visual, linguis-
tic, and proprioceptive modalities at the level of individual
observations. Language-visual alignment methods learn
such correspondences through contrastive objectives, align-
ing visual observations with language instructions [23, 28].
A complementary line of work addresses proprioceptive-
visual alignment, jointly embedding robot kinematic states
and image observations into a shared representation space
via heterogeneous pre-trained transformers [20, 41]. How-
ever, these methods model cross-modal correspondences at
individual timesteps, without capturing how semantic and
kinematic states jointly change under actions. Consequently,
they provide no explicit mechanism to ensure that changes
in the visual scene remain consistent with changes in the
robot’s joint configurations.

To address this, we introduce a cross-modal latent dynam-
ics model that learns correlations between transitions rather
than static states. By modeling the co-evolution of seman-
tic and proprioceptive states under actions, our framework
predicts latent foresight from a cross-modal dynamics that
interprets a semantic transition through a kinematic transi-
tion, followed by a diffusion policy to perform expressive
low-level control given the foresight.

4. Planning with Cross-Modal Latent Dynamics

Consider a human playing tennis: as the arm extends to-
ward the ball (proprioceptive change), the visual scene up-
dates with the racket approaching the ball (semantic change).
These transitions in different modalities are coupled through
the underlying action. We formalize this intuition by learning
cross-modal latent dynamics that capture how proprioceptive
and semantic states jointly evolve under actions.

In Section 4.1, 4.2, we introduce CLaD, a cross-modal
latent dynamics model that learns to predict future latent
states, or latent foresights, by modeling a correlation between
transitions of different modalities (System 2 [21, 37]). In
Section 4.3, a diffusion policy performs low-level control
generating action sequences conditioned on these predicted
foresights (System 1 [21, 37]).

4.1. Cross-modal Latent Dynamics

Prior cross-modal learning approaches [33, 45] align states
across modalities, matching visual features with propriocep-
tive states at single timesteps. However, we propose shifting
from learning correlations between static states to learning
correlations between dynamic transitions. In other words,
we focus on understanding how modalities change together:
when a robot moves its joints (kinematic transition), the
distance between the robot and object becomes closer (se-
mantic transition). Our objective is to learn a representation
that captures how such heterogeneous transitions relate with
respect to their common dynamic context.

Transition embedding. Formally, in an MDP, a transi-
tion is characterized by a probability of next state given
current state and an action. As shown in Figure 2 (left),
at timestep ¢, we encode a proprioceptive state p! € RP»
containing joint angles and velocities, and a semantic state
st = FLM(vt,1) € RPs where FiLM layer [32] fuses
vision-language embeddings v, [ from a frozen pre-trained
VLM [23]:

p' = fp(p') € RN»*H, (5)
st = fo(st) e RNVs¥H (6)

where f, € RP»=H | fc RPs=H are MLP encoders with
hidden dimension H and their outputs are tokenized into
sequences of length IV,, and N, respectively.

Since our diffusion policy operates with action horizon
7, we design the dynamics model to predict a future state at
this temporal granularity. To facilitate learning cross-modal
transition relationships, we extract transition representations
for each semantics and proprioception as:

z, = CrossAtin(p', [p'~";a" ™) e RN»*H — (7)
z, = CrossAttn(s',[s" ;a7 1)) ¢ RN*H_(8)



Stage 1. Train Cross-Modal Latent Dynamics (CLaD)

Stage 2. Train Diffusion Policy based on CLaD
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Figure 2. Detailed architecture of CLaD’s two-stage framework. Stage 1 (Left) - Semantic state s; and proprioceptive state p; are each
encoded and fed into modality-specific cross-attention modules to extract transition representations z and z,. Asymmetric cross-attention,
where proprioceptive transitions query semantic ones, yields shared dynamics zayn, from which lightweight MLPs predict future latent

foresights 257 and 2477

. These predictions are supervised via EMA target encoders using actual future states s;+ and p;+,, with auxiliary

reconstruction decoders maintaining correspondence with observable quantities and preventing representation collapse. Stage 2 (Right)

- Predicted latent foresights 2'*7 =

[2;+T; 3547 are adaptively modulated with current observations via FILM layers, and the resulting

representation conditions a diffusion policy to generate action sequences a:¢4r.

where [;] denotes concatenation over token dimension,
pi~7,st™7, pt, st denote the past states at 7 steps prior
and the current states of both modalities, and at~ 7
fa(a®~Tt) denotes the encoded action sequence. During
training, we stochastically replace action tokens with a learn-
able token, similar to masking strategies in masked autoen-
coders [16]. This encourages the model to infer transitions
from state differences to improve robustness over actions.
This representation enables the extraction of a transition em-
bedding that compress heterogeneous transition structures
into compact embeddings to capture the causal dependency
of future state on past state-action pairs, which facilitates the
extraction of cross-modal dynamic patterns.

Learning cross-modal dynamics. To learn correlated tran-
sition of both modalities, we employ asymmetric cross-
attention where proprioceptive transitions query semantic
transitions (see the left side of Figure 2):

Zy s = OT‘OSSAttn(zp’ zs) c ]RNPXH' ©)

By using proprioceptive transitions (e.g., changes in robot
joint configurations) as queries, the model interprets seman-
tic changes (e.g., object displacement) through the robot’s
kinematic context. We validate this design against alterna-
tive cross-attention configurations in Section 5.3. Finally,
we project z,_,, to a compact representation:

Zayn = Pool (Qout, Zp—ss) € R, (10)

where Pool denotes a learnable pooling [19] that maps inputs
into the learnable latent query qoy € RZ. Compared to

mean or max pooling, this readout structure encourages the
model to capture the salient cross-modal dynamics patterns.
We call zgy, as CLaD (Cross-modal Latent Dynamics).

4.2. Learning Grounded Latent Foresight

Unlike text-based reasoning [42, 44] or visual generation
methods [5] that require expensive iterative generation of se-
mantic artifacts (e.g., subgoal images or texts), our approach
predicts latent foresights from the learned cross-modal la-
tent dynamics zgyn. These foresights serve as implicit future
states that guide action generation without the computational
overhead of explicit semantic reasoning.

Learning objective for grounded latent foresight. We
predict latent foresights from the learned cross-modal dy-
namics zgyn using a self-supervised learning scheme in latent
space. This formulation enables the model to learn abstract
yet task-relevant representations of future states grounded in
both semantic and proprioceptive contexts. Specifically, we
predict future embeddings, which we term latent foresight,
Z'T7 for both modalities using lightweight MLP decoders
gp : R — R and g, : R® — R¥ given cross-modal
dynamics zgy,:

257 = g,(zaym) € RY, (11)
207 = gy(2Zagn) € RY, (12)
2T = (2,7 20T (13)

where both predictions condition solely on shared dynamics
Zgyn. This design ensures predicted future states respect the
cross-modal dynamics.



A critical challenge in latent space prediction is rep-
resentation collapse [8].  Following established self-
supervised learning (SSL) methods [2, 3, 7, 11], we lever-
age exponential moving average (EMA) target encoders
[t feet FLM™ e updated with momentum m follow-

ing standard practice [11]:

Htarget “—m- etargEt + (1 _ m) . 0. (14)

These slowly-updating targets provide stable learning signals,
preventing the online encoder from chasing a moving target.
Target embeddings are computed as:

i;+7' — f;arget(pt+‘r)’ (15)
Zz;Jr‘r — f;arget(st+r). (16)

where p'*™ denotes a future proprioceptive state with 7
steps ahead and s'*™ = FILM"**'(v!*7 1) denotes a future
semantics state from next image after 7 steps and language
instruction, where both states are encoded with correspond-
ing EMA target encoders.

Referring to recent SSL work [2, 30], we use MSE on Lo-
normalized embeddings, constraining embeddings to a unit
hypersphere to prevent magnitude collapse while preserv-
ing angular relationships between embeddings that encode
semantic similarity between prediction and target:

. T 12 . 7 |12
ﬁlatent =z, — _p +||z5" — _S . (17)
g [ P 125711l

In order to ensure latent representations remain anchored
in observable quantities, we add auxiliary reconstruction

losses using lightweight decoders h, € R¥=Pr b €
RH%DS:

Lrecon = th(i?_T)_pHT”l‘*‘ HhS(iz-i_T)_S?T”L (18)

While latent prediction induces a semantically structured
embedding hypersphere, the reconstruction loss anchors the
representations to observable quantities. Together, these
complementary objectives preserve task-relevant semantics
while preventing the latent space from drifting toward exces-
sive abstraction, ensuring that the predicted latent foresights
remain grounded in observable contexts.

The combined objective is:

E = Elatent + )\reconﬁrecom (19)

where Aecon = 0.1 balances latent prediction with recon-
struction, giving higher weight to latent representation learn-
ing.

We term our predictions as a grounded latent foresight as
it is anchored through two mechanisms above: (1) prediction
targets are computed from observed future states via EMA
target encoders [11] and (2) auxiliary reconstruction losses
Lecon constrain latent embeddings to decode to raw proprio-
ceptive and visual observations, maintaining predictions to
remain grounded to each states of both modalities.

4.3. Diffusion Policy Guided by Latent Foresight

Standard diffusion policies [9] generate action sequences
directly from current observations, i.e., p(a; | 0;), without
access to anticipated future states. CLaD extends this by
conditioning action generation on predicted latent foresights
2%, yielding p(a; | o4, 2%). This formulation is structurally
analogous to goal-conditioned policies [5, 26], where z*
serves as a learned latent subgoal rather than an explicitly
generated observation, avoiding the computational overhead
of iterative semantic generation [42, 44, 46].

Foresight-conditioned diffusion control. Given predicted
latent foresights z]t), zﬁ from the frozen CLaD, we first encode
the current proprioceptive and semantic observations using

modality-specific encoders e, and e,:

o, = eP(pt)a OZ = GS(SZ, Sl)' (20)

We then condition each foresight embedding on its cor-
responding current observation via FiLM modulation [32],
where the observation supplies the affine scale and shift pa-
rameters that anchor the predicted foresight to the present
observational context:

gy = FILM(2'7,0}), g, =FLM(2'*7,0}). (21)

The policy is trained with the standard DDPM noise-
prediction objective [17], along with observation-modulated
foresight g;,, g:

Epolicy = Eag,k,e [ || €— é@(aka k, gpvgs) ||;:| ) (22)

where ag ~ ¢(ap) is the ground-truth action sequence,
ap = /arag + v/1 — age is the noised action at diffusion
step k, and € ~ N(0,I).

5. Experiments

We evaluate CLaD on LIBERO-LONG, a benchmark re-
quiring multi-step sequential reasoning and precise control
across 10 long-horizon manipulation tasks. Our experiments
validate three core hypotheses: (1) modeling cross-modal
latent dynamics enables parameter-efficient long-horizon
planning demonstrating competitive performance with larger
VLA models, (2) robust latent foresight requires both se-
mantic and proprioceptive modalities to be jointly grounded
rather than used in isolation, and (3) asymmetric cross-
attention that proprioceptive transition queries semantic tran-
sition provides the most effective inductive bias for extract-
ing task-relevant dynamics.



Table 1. Performance comparison on LIBERO-LONG benchmark. CLaD achieves competitive performance with significantly fewer
parameters (0.66B) compared to baselines. LIBERO-LONG tasks include: (1) put soup and sauce in basket; (2) put box and butter in basket;
(3) turn on stove and put pot; (4) put bowl in drawer and close it; (5) put mugs on left and right plates; (6) pick book and place it in back; (7)
put mug on plate and put pudding to right; (8) put soup and box in basket; (9) put both pots on stove; (10) put mug in microwave and close it.

Task ID Susief Seert LBPf 7ot o5t OpenVLA*! Ours’ Ourst
(0.86B) (0.32B) (0.19B) (3.3B) (3.3B) (7B) (0.66B)
1 83.3 88.3 90.0 74.0 92.0 98.0 100.0 100.0
2 63.3 90.0 100.0 94.0 98.0 96.0 100.0 100.0
3 96.6 98.3 100.0 88.0 98.0 100.0 98.3 98.0
4 100.0 100.0 100.0 22.0 98.0 78.0 93.7 94.0
5 83.3 91.7 76.6 100.0 100.0 84.0 92.0 91.0
6 83.3 93.3 86.6 88.0 94.0 100.0 100.0 100.0
7 83.3 85.0 90.0 98.0 96.0 94.0 94.3 95.0
8 39.9 91.7 86.6 86.0 100.0 96.0 100.0 100.0
9 53.3 61.7 60.0 76.0 62.0 92.0 81.7 82.0
10 76.6 71.7 96.6 94.0 94.0 100.0 85.0 87.0
Avg. SR 76.3 87.7 88.6 82.0 93.2 93.8 94.5 94.7

t: Avg. SR is defined as an average over 20 rollouts from the top 3 checkpoints. For other baselines, the results are reported in the respective papers.
1: Avg. SR is defined as an average over 50 rollouts. The results are reported in LIBERO-PRO [48] as primary papers report only the average success rate.

5.1. Experimental Setup

Implementation details.

CLaD uses hidden dimension

H = 1024 with learnable tokens N, N, = 4 and action
horizon 7 = 6. Stage 1 is trained for 25K steps with batch
size 128, EMA momentum m = 0.995, Arecon = 0.1, requir-
ing 2 hours, and Stage 2 is trained for 200K steps with batch
size 128, requiring 20 hours. Total model size is 0.66B pa-
rameters (VLM: 0.1B, CLaD: 0.33B, Policy: 0.23B) where
we utilize DecisionNCE [23] as VLM. All experiments are
done with NVIDIA RTX 4090 GPU.

We compare against recent vision-language-action mod-
els across diverse scales and planning paradigms. We report
available published results and follow each method’s eval-
uation protocol. All methods are evaluated on the same
LIBERO-LONG benchmark to ensure fair comparison.

SuSIE [5] uses an image-editing diffusion model as a
high-level planner that proposes visual subgoals, followed
by a low-level policy executes actions to reach each subgoal.

Seer [39] proposes predictive inverse dynamics model
that predict robot actions via inverse dynamics conditioned
on forecasted future visual states.

LBP [26] performs latent space backward planning by
grounding the task into a final latent goal and then recursively
predicting intermediate subgoals toward the current state.

OpenVLA [22] fine-tunes a Llama 2-based VLM on 970k
Open X-Embodiment demonstrations, serving as a strong
open-source 7B-parameter generalist VLA baseline.

o [4] and 7rg 5 [18] are composed of a VLM backbone
with a flow-matching action expert, pre-trained on large-
scale robot demonstrations for multi-task robotic control.

Dataset and tasks. We use LIBERO-LONG [25], which
contains 10 long-horizon manipulation tasks in kitchen and
tabletop environments, where each task requires 2-3 sequen-
tial subtasks. We follow the standard training protocol [22]
and average the success rates of top-3 checkpoints over 20
rollouts for methods marked as t, or evaluate over 50 rollouts
with a single checkpoint marked as {.

5.2. Results

Performance on long-horizon planning Table | shows
that CLaD achieves a 94.7% average success rate, surpass-
ing OpenVLA [22] (93.8%, 7B) and m¢ 5 [18] (93.2%, 3.3B)
with only 0.66B parameters. CLaD exhibits relatively stable
performance across the 10 LIBERO-LONG tasks compared
to other baselines, suggesting that grounded cross-modal
foresight contributes to consistent behavior over extended
horizons. Among similar-scale methods, CLaD surpasses
SuSIE [5] (76.3%, 0.86B) by 18.2 points and Seer [39]
(87.7%, 0.32B) by 6.8 points, highlighting the benefit of
explicit cross-modal dynamics relative to generation-based
semantic planning approaches. LBP [26] is also built upon a
latent-space planning framework and achieves solid average
performance with fewer parameters (88.6%, 0.19B), but it
shows pronounced degradation in certain tasks, especially
on Task 9 (put both pots on the stove) which involves per-
ceptually similar objects and fine-grained alignment, while
CLaD achieves better performance with 81.3% success rate
compared to LBP. It suggests that planning with explicit
cross-modal dynamics helps resolve perceptual ambiguity.
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Figure 3. Modality contribution analysis on LIBERO-LONG tasks. We compare diffusion policy without foresight conditioning (Policy
only), conditioning on proprioceptive foresight only (CLaD,), semantic foresight only (CLaDs), and full cross-modal foresight (CLaD).
Results demonstrate that cross-modal foresight provides substantial gains over single-modality predictions, though semantic foresight
alone achieves reasonable performance. Notably, proprioceptive foresight alone severely degrades performance, suggesting that kinematic

predictions require semantic context for effective planning.

Computational Efficiency Table 2 and Table 3 compare
CLaD’s computational efficiency against baseline methods.
CLaD requires fewer parameters (0.66B) and less memory
(4 GB) due to its latent planning framework, compared to
OpenVLA [22] (7B, 15 GB) and 7 5 [18](3.3B, 19 GB).
Table 3 further compares CLaD against comparable latent
planning methods in terms of planning efficiency. Although
CLaD uses more parameters than LBP [26] (0.19B) and
UVA [24] (0.5B), it achieves a higher success rate of 94.7%
(+6.1% over LBP, +4.7% over UVA), while maintaining a
planning latency of 0.012 s that enables real-time deploy-
ment. These results demonstrate that the performance gain
of CLaD justifies the modest parameter increase over other
latent planners.

Table 2. Comparison on computational requirements. CLaD
achieves faster inference and lower resource consumption compared
to large-scale VLA models, while maintaining competitive task
performance on LIBERO-LONG.

Method OpenVLA  7(5 CLaD
Inference time (Hz) 6 10 25
Memory (GB) 15 19 4
Parameters (B) 7.0 33 0.66

Table 3. Performance and efficiency of latent planning methods
on LIBERO-LONG. Although CLaD requires more parameters
than LBP (0.19B) and UVA (0.5B), it yields higher average success
rate, respectively, suggesting a competitive trade-off between model
capacity and task performance within the latent planning paradigm.

Method UVA LBP CLaD
Parameters (B) 0.5 0.19 0.66
Planning Time (s) 0.195 0.008 0.012

Avg. SR (%) 90.0 88.6 94.7

5.3. Ablation Studies

Modality contribution analysis. We ablate the contribu-
tion of each modality by comparing four variants: policy
without foresight conditioning, proprioceptive foresight only,
semantic foresight only, and full cross-modal foresight. Se-
mantic foresight alone (CLaDs: 91.5%) improves over the
no-foresight baseline (Policy only: 84.8%), confirming that
the semantic future state provides meaningful guidance for
long-horizon manipulation. Notably, proprioceptive fore-
sight alone (CLaDy: 50.4%) substantially degrades perfor-
mance far below the baseline, indicating that kinematic pre-
dictions without semantic grounding introduce misleading
conditioning signals. The additional performance gain from
CLaDy (91.5%) to CLaD (94.7%) further demonstrates that
jointly modeling how kinematic and visual transitions co-
evolve yields better results than single-modality foresight.

Effect of L ccon in grounding latent foresight Table 4
shows that removing Le.on results in substantially lower
success rates (86.1%) than the baseline (94.7%) across ma-
nipulation tasks. This result indicates that the latent pre-
diction loss Liaene alone is insufficient to maintain latent
representations that reliably condition the diffusion policy.
We attribute this degradation to representation drift: without
reconstruction supervision, the model is free to optimize
Liatent through increasingly abstract embeddings that match
EMA target but lose correspondence with observable quan-
tities. By requiring predicted latent foresights to remain

Table 4. Ablation of the auxiliary reconstruction loss Lyecon-
Removing Lrecon leads to 8.6% performance degradation, indicating
that Lrecon is critical to ground latent dynamics zayn to observable
states for learning robust latent foresights, not merely a regularizer.

Learning objective
Avg. SR

Liatent Liatent + Lrecon
86.1 (-8.6) 94.7
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Figure 4. UMAP of latent embedding zay, with regard to Lrecon-
With Lrecon (left), embeddings form distinct task-specific clusters.
Without Lyecon (right), clusters become diffuse and overlapping,
indicating reduced semantic structure in the latent space.

decodable to their respective proprioceptive and semantic
state spaces, Lcon constrains the latent space against this
drift, not merely as an auxiliary regularizer, but as a ground-
ing mechanism for the dynamics representation zgy,. To
examine how this grounding manifests in the learned rep-
resentation structure, we visualize zgy, using UMAP [27]
across the 10 LIBERO-LONG tasks (see Figure 4). When
trained with Lcon (left side of Figure 4), the model produces
distinct clusters that align with task contexts: Tasks 1, 2, and
8, which share similar instruction templates (“put both [ob-
jects] in the basket”) and visual scene configurations, cluster
tightly yet remain separable, while Task 6 characterized by
a distinct instruction pattern (“pick up the [object] and place
it in the [location]”) and different object layouts, occupies
a clearly distinct region of the latent space. In contrast, re-
moving Lrecon leads to diffuse, overlapping clusters: the
previously separable groupings of Tasks 1, 2, and 8 overlaps
each other, indicating that the latent space has lost sensitivity
to meaningful distinctions over task contexts. Together, the
quantitative results and representation analysis consistently
show that L.con is essential for learning latent foresights that
are both structurally organized and grounded in observable
state spaces, leading to effective foresight-conditioned policy
learning.

Asymmetric cross-attention design. Table 5 compares
three cross-attention configurations. Symmetric self-
attention performs worst (86.7%), confirming that undirected
cross-modal exchange fails to capture the dependency be-
tween kinematic and visual transitions. Both asymmetric
configurations outperform this baseline, demonstrating that
directionality in cross-modal interaction is important for
learning the latent dynamics. Using proprioceptive transi-
tions as queries over semantic ones (ours: 94.7%) yields
the best performance, marginally surpassing the reverse di-
rection (93.8%). This ordering supports the intuition that
kinematic transitions provide a more grounded basis for
interpreting scene-level visual changes, reflecting a useful
inductive bias aligned with robot manipulation.

Table 5. Ablation of cross-attention configurations. Using pro-
prioceptive transitions as queries over semantic transitions (94.7%)
outperforms both the reverse configuration (93.8%) and symmetric
self-attention (86.7%), confirming that directing kinematic context
to attend over semantic transitions is a beneficial inductive bias for
extracting cross-modal dynamics.

Attention Configuration Avg. SR(%)

Symmetric self-attention 86.7
Semantics queries proprioceptive 93.8
Proprioceptive queries semantic (ours) 94.7

6. Conclusion

We introduced CLaD (Cross-modal Latent Dynamics), a
framework that models cross-modal latent dynamics to pre-
dict grounded foresight in robotic manipulation. Unlike prior
work that aligns static observations across modalities, CLaD
learns how proprioceptive and semantic states co-evolve
under actions through asymmetric cross-attention, where
kinematic transitions query semantic ones to interpret vi-
sual scene changes through the robot’s kinematic context.
Grounded latent foresights are predicted from the shared
dynamics representation zqy, via EMA-based target predic-
tions to future latent states, while auxiliary reconstruction
losses ground the representation to observable states. A dif-
fusion policy is conditioned on these foresights to generate
desirable actions. On LIBERO-LONG benchmark, CLaD
achieves 94.7% average success rate, attaining competitive
performance with large VLAs with much fewer parameters.

7. Limitations and future work.

While CLaD demonstrates effective performance on long-
horizon tasks with few parameters, several challenges still
remain. First, CLaD’s compact latent representations may
not fully capture visual details for tasks requiring precise ma-
nipulation and perceptual ambiguity. CLaD shows reduced
performance on Task 9 (put both pots on stove, 81.3%) com-
pared to other tasks. Object-centric latent representations
or spatially-structured foresights that explicitly encode spa-
tial context about objects may help mitigate this problem.
Second, our two-stage training framework, which decouples
planning from policy optimization, requires approximately
22 hours on a single RTX 4090. Future work should inves-
tigate whether Stage 1 dynamics pre-training can be amor-
tized by training on large-scale heterogeneous robot datasets,
which may also improve the quality of learned representa-
tions across diverse task distributions. Finally, while our
approach focuses on manipulation, the principle of learning
cross-modal dynamics would generalize to other embodied
tasks involving multiple sensory modalities, such as mobile
manipulation with vision, force, and tactile feedback, which
remains a promising direction for future work.
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8. Evaluating Generalizability & Scalability

LIBERO benchmark [25] provides three other LIBERO
suites except for LIBERO-LONG, each of which contains
10 tasks with 50 demonstrations to evaluate the model’s
generalizability and scalability over certain properties:

¢ LIBERO-Spatial evaluates the agent’s ability to reason
about spatial configurations about diverse layouts of ob-
jects;

* LIBERO-Object introduces variations in object types
while maintaining the scene layouts, assessing the agent’s
capacity to generalize across object instances;

¢ LIBERO-Goal evaluates the generalizability over diverse
task objectives given consistent objects and layouts.

Table 6. Average success rates (%) over 50 rollouts on all suites
in LIBERO benchmark. Color intensity is proportional to the
performance level (thicker = higher).

Method Spatial Object  Goal Long
v 97.2 97.8 91.6 82.0
UniVLA 96.5 96.8 95.6 92.0
To.5° 97.6 98.4 97.2 93.2

OpenVLA® 98.2 98.6 97.6 93.8

CLaD (Ours) 97.3 95.7 94.3 94.7
o: These results are reported in LIBERO-PRO [48].

CLaD achieves strong performance on long-horizon tasks
(i.e., LIBERO-LONG) but sub-optimal results on short-
horizon tasks focusing on generalization (i.e., LIBERO-
Spatial, Object, Goal), compared to SOTA large VLAs [4, 6,
18, 22] pre-trained on massive demonstrations, such as Open
X-Embodiment [31]. Our results indicate that large VLA
models leverage substantial pre-trained knowledge for strong
in-distribution generalization. CLaD, while having less
background knowledge, demonstrates particular strengths in
knowledge-independent planning based on cross-modal dy-
namics modeling. These findings point to CLaD’s potential
as a building block for scalable robotic planning systems.

9. Visualization of learned foresight.

Figure 5 shows which regions influence CLaD’s predictions
using integrated gradients [38]. The gradient concentrates on
task-relevant objects: heatmaps peak near targets in grasping;
shift between held object and target in placement. We’ve
confirmed that the predicted foresight attends broadly to ob-
ject boundaries. While the resulting heatmaps (see Figure.
5) do not yield precise object boundaries, they consistently
highlight task-relevant objects within the current image. This

Figure 5. Pixel attribution for predicted latent foresight via
Integrated Gradients. Heatmaps show pixel-level contributions
toward the alignment between predicted foresight z°™™ and target
embedding. Brighter regions indicate higher attribution scores.
While not yielding precise object boundaries, attributions consis-
tently highlight task-relevant objects, suggesting that the model
leverages semantic features for future state prediction.

qualitative analysis confirms that the model relies on mean-
ingful semantic cues to predict future states, demonstrating
feasible grounding on observations.

The visualizations show concentrated attention around
task-relevant objects: in grasping tasks, heatmaps peak near
target objects; in placement tasks, attention shifts between
the held object and target location. This suggests CLaD
learns spatially grounded predictions rather than relying on
global scene context.

10. Effect of Action-Free Data

Unlike UVA [6], CLaD’s core objective is learning shared
dynamics across modalities via asymmetric cross-attention,
which fundamentally requires action conditioning. Notably,
CLaD already employs stochastic action masking with mask-
ing ratio » = 0.3 to encourage transition inference. To em-
pirically assess action-free data utility, we evaluated Action-
free, Heavy Action Mask (r = 0.9), and Curriculum Learn-
ing (initially action-free, then mask with » = 0.3) variants,
but all underperformed the baseline as shown in Table 7.
We hypothesize that removing action guidance introduces
multi-modal ambiguity and optimization interference, con-
firming that our existing strategy is optimal for maintaining
deterministic, grounded foresight.

Variants Heavy Mask Action-free Curriculum CLaD

Avg. SR (%) 88.2 90.8 85.1 94.7

Table 7. Ablation with action-free training variants.

11. Qualitative Results

Demonstrations on LIBERO-LONG Figure. 6, 7, 8, and
9 visualize representative rollouts for all 10 tasks in LIBERO-
LONG. Green circles mark successful task execution, while
red crosses show failures. We provide a supplementary video
demonstrating LIBERO-LONG tasks.
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Task 3. Turn on the stove and put the moka pot on it

Figure 6. Demonstrations on task 1, 2, 3 of LIBERO-LONG.




Task 4. Put the black bowl in the bottom drawer of the cabinet and close it
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Task 5. Put the white mug on the left plate and put the yellow and white mug on the right plate
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Task 6. Pick up the book and place it in the back compartment of the caddy
Figure 7. Demonstrations on task 4, 5, 6 of LIBERO-LONG.
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Task 7. Put the white mug on the'plate and put the chocolate pudding to the right 6f'the plate

Task 9. Put both moka pots on the stove

Figure 8. Demonstrations on task 7, 8, 9 of LIBERO-LONG.




Task 10. Put the yellow and white mug in the microwave and close it

Figure 9. Demonstrations on task 10 of LIBERO-LONG.
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